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A
rtifi cial intelligence, deep learning, image recognition: if you haven’t been 
living on a desert island for the past few years, there is a good chance 

that you have heard about these terms. Artifi cial intelligence, and image 
recognition in particular, is going to be an ubiquitous part of our daily lives 
in the near future. It is going to power everything around us; from our homes 
and our cars to hospitals, parking lots or even highways. This means that 
for the business world, the promise of artifi cial intelligence is huge, as it is 
going to improve numerous processes, create new business opportunities 
and ultimately redefi ne industry standards. Analyst fi rm Tractica predicts that 
annual Global AI enterprise software revenue will grow from $644 million in 
2016 to nearly $39 billion by 2025.

This is why we have decided to write this guidebook. It will take you through 
the 6 steps needed to design, train and manage a custom image recognition 
system. Even if you are not currently familiar with machine learning and 
image recognition, at the end of your reading I hope you will have a good 
understanding of both its challenges and opportunities and how to leverage 
image recognition in your company. 

Aloïs Brunel, CPO @deepomatic

Among the AI technologies out there, one of them is ready for prime time: 
image recognition. It is already starting to make cameras smarter, to improve 
quality control in manufacturing and to help doctors detect cancer cells. The 
real-world applications are being built right now. When speaking to potential 
customers who intend to build real world applications of image recognition, 
there is a pattern that we have seen happening again and again:

“Just as electricity transformed almost everything 100 years ago, today I 
actually have a hard time thinking of an industry that I don’t think AI will 
transform in the next several years.”
Andrew Ng, Ex-Director of Google Brain 

INTRODUCTION

They need to build custom image recognition systems that are adapted 
to their specifi c use-case.
They have little clue on how to evaluate what is feasible and most 
importantly: how to proceed.

1.

2.
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I
magine the problems that could be solved with custom AIs. Your business 
could revolutionize infrastructure by creating an image recognition system 

that can conduct predictive maintenance and automatically detect irregularities 
on train tracks, therefore ensuring more secure railways. You could build an 
automatic payment system at the toll gate of a highway and thus minimize 
congestion. You could even accelerate cancer diagnosis by training an AI that 
can recognize tumorous cells.

But what is the reality of this technology? What does it actually take to build 
an AI specifi c to your company’s needs? To build a custom Image recognition 
system, you will probably need a team of data scientists, but also a special 
infrastructure, a lot of code, thousands of data examples per concept, and 
weeks of training.

Before you start executing tasks, it is important to take the time to understand 
what problem you want to fi x by using Image Recognition. This will be the 
fi rst thing to do to defi ne the scope of your project. 

Once you have fi gured that out, you need to provide more detailed information 
in order to “teach” an artifi cial intelligence how to recognize concepts within 
images or videos. Think about defi ning the type of data you will use to train 
your AI model. What type of images will you use as an input? What job do 
you want your AI to perform? How many concepts do you want to identify? Do 
you need to locate objects within images? Track them? What kind of output 
are you expecting? These are all types of questions that you need to review 
before starting your project.

STEP 1:

DESIGN YOUR PROJECT
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Modern computer vision systems allow computers to extract information from 
images. To function correctly, we need to “teach” these systems to recognize 
specifi c concepts (this is also called “training”).

You need to identify the kind of information you want to extract and the right 
level of precision you need in order to solve your image recognition problem.
You will train your AI to execute different “tasks” depending on the information 
you want to obtain from your images.

Do you need to check for the presence of a certain object in your image? Do 
you need to precisely  localize this object in the image? With what level of 
precision?

We are going to guide you through the different image recognition technologies 
that are available today, as well as the kinds of information you can extract 
from images and videos using these technologies. We will go through four 
different types of tasks from the lowest to the highest level of precision in 
terms of output information.

START BY PRECISELY DEFINING THE TASK THAT 
FITS YOUR NEEDS

DESIGN YOUR PROJECT

snow

winter

city

Teach an AI to recognize concepts such as  snow, winter, city
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The fi rst and most basic task a computer vision system can perform consists 
in extracting information from an image in order to determine what category 
it belongs to. In other words, classifi cation will help you to label an image with 
the appropriate category, also called “class”.

In machine learning and statistics, classifi cation is the problem of identifying 
to which of a set of categories (sub-populations) a new observation belongs, or 
in other terms, to determine to which predefi ned class a given input belongs. It 
can help you to answer whether the fruit in your image is an apple or a banana. 
All your images will have only and necessarily one class.

CLASSIFICATION

DESIGN YOUR PROJECT

LEFT MIRRORS RIGHT MIRRORS

INPUT

OUTPUT

For example, if you are a car spare-parts marketplace, you can train an AI 
to automatically identify left-hand rear-view mirrors from right-hand rear-
view mirrors. You will then be able to instantly tell your user when the 
picture they upload onto your platform to sell a rear-view mirror does not 
match their description. This kind of detail will help to earn buyers trust 
in your platform, to increase your marketplace effi ciency and to directly 
impact your sales.
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DESIGN YOUR PROJECT

TAGGING

kitchen

fi re place
dining room

Real estate tagging AI automatically recognizing interior characteristics

To determine whether or not 
tagging tasks are suitable for your 
project, ask yourself if you need 
to recognize multiple objects or 
concepts within the same picture?

A tagging task is a classifi cation 
task where multiple labels, or none 
of them can be assigned to each 
image instead of only one. The 
output will therefore be either:
one or several of the
possible labels

OR

none of them

For example, a doctor who needs to 
identify kidney pathologies will train 
an AI that labels different symptoms 
of the patients such as:

Another example would be a 
real estate agency who needs to 
automatically categorize its offers.  A 
specifi c AI can be created to identify 
the characteristics of each new house 
or apartment available, such as:

Swimming pool
Outdoor area
Fireplace
Double room

Suspicious lesion
Simple cyst
Corticomedullary 
dedifferentiation
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If you need to locate an object within an image, the task you are looking to 
automate is called detection. Detection outputs a rectangle on the image  - 
also called a bounding box - where the object is. 

For example, an AI can provide the position of all pedestrians in a frame 
or count people in a crowd. With this information you could, for example, 
estimate the number of passengers in a subway or a train carriage.

It can be, for instance, interesting to monitor a video surveillance camera. 
You could teach an AI to notify you when someone enters a room or to 
count how many people are in it at any given moment.

Keep in mind that detection tasks are useful not just in locating objects but 
also in determining the presence of a concept within the image or even in 
counting the number of times a concept appears within one image.

DESIGN YOUR PROJECT

DETECTION

Crowd detection and counting
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If you need pixel-level precision, the task required is not detection but 
segmentation. Segmentation maps very precisely each object within the 
image. This is one of the reasons why segmentation use-cases in healthcare, 
in particular cancer detection, are becoming more and more widespread.

Another example is for self driving cars: segmentation can help to 
precisely detect ground markings  and road signs so that the car will stay 
in the appropriate lane.

Whether it be localising cancerous cells or road signs, certain types of object 
detection simply cannot be approximative. Segmentation tasks enable a fi ne 
analysis of each image’s components for complex and sensitive projects. If 
segmentation is more precise than detection, you might wonder why people 
don’t always prefer it over detection tasks. We will go into more detail in the 
next steps, but keep in mind that the fi ner you decide your image analysis to 
be, the more expensive and time-consuming it will be to build your system 
afterwards. For this reason, only cases where segmentation is really a must 
should use segmentation tasks. This is why it is very important to understand 
the different options that exist to achieve your objectives and to choose the 
most appropriate solution.

DESIGN YOUR PROJECT

SEGMENTATION

Urban scene segmented image for autonomous car use-cases
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DESIGN YOUR PROJECT

The tasks we just mentioned allow us to extract information from still images. 
They can also be used directly on videos, by performing a “frame-by-frame” 
analysis, whereby the task is perfomed on each frame of the video.  There 
are two additional tasks that can be performed on videos, which make use of 
temporal information: tracking and action recognition.

Tracking tasks will carry out classifi cation and detection using a frame- 
by-frame analysis of the video (treated as multiple images) or by analyzing 
sequences within the video. Once detected, Tracking enables you to follow 
an object, which can be useful if you wish, for instance, to gain a better 
understanding of the path of a moving object. Tracking can also be very useful 
for regulating highway traffi c and avoiding overcrowding.

Tracking tasks are very complex ones and state of the art algorithms are now 
overcoming a lot of technical constraints to build reliable tracking systems. 
For instance, tracking an individual within a crowd presents great diffi culties 
as people are crossing each other, masking the initially detected person for a 
second in the image, which can fool the system in retrieving him/her.

VIDEOS

Tracking on a surveillance video
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DESIGN YOUR PROJECT

Action Recognition allows you to identify actions. This technology maps the 
skeleton of the human body and recognizes actions as soon as possible (ideally 
before they are fully completed). One of the main real world application is  to 
support the monitoring of video surveillance for preventing criminal or terrorist 
attacks. This can also  be useful for detecting a person who has fainted, for 
example. 

UCLA - Articulated Pose Estimation by a Graphical Model

TIP #2
Keep in mind that the defi nition of the concepts you wish 
to identify is extremely important. That’s what is called the 

ontology. If you wanted an AI to distinguish starters from 
mains in a restaurant, in which category would you put the 
cheese plates? Would you need to create a third class or 
simply add all the cheese in the dessert section?

TIP #1
Sometimes it is necessary to combine different tasks in 
order to extract the information needed. A simple example 
could be to detect the exact type of collar on a fashion 
garment. A detector would fi rst locate a top, and then a 
classifi cation task would be performed on the extracted 
bounding box to identify the type of collar.
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N
ow that you have chosen the appropriate task for your project, you should 
defi ne the type of pictures you need to build your image recognition 

system.

This step is all about collecting what we call “training data“. The training data 
is a set of pictures that are used to teach your model to recognize a concept. 
We will come back to this training process in Step 4. 

What type of data do you need? 

First things fi rst, what type of data should you collect? The answer to this 
question is highly dependant on the nature of your project. Nevertheless, here 
are four factors that you want to keep in mind when gathering your data:
Quantity | Accuracy | Diversity |  Quality 

STEP 2:

COLLECT YOUR DATA

TIP:

Think about the sensitivity of your data before using it! Some types of data contain 
identifi ers of individuals such as faces or licence plates which make it personal data. 
This type of data is subject to specifi c regulations in order to protect the individuals 
concerned. If you are processing personal data make sure to either anonymize it or to 
obtain the consent from the people identifi able in your images. Find out more information 
about General Personal Data Regulation on the European Comission website. 



There is no specifi c requirement on what the quality of your data should be like, 
but stick to data where your concept is the most easily identifi able. A good rule to 
decide whether the quality of your images is good enough is to check if humans 
are able to perform the recognition task themselves by looking at the picture. As for 
format, computer vision algorithms accept the most standardized image formats 
as inputs such as JPEG or PNG. If your images are in an uncommon format, you 
can easily convert them to a more typical format to fi t with deep learning format 
standards.

Quality

The main challenge is to collect pictures that are similar to the ones your system 
will have to analyze later on. Common mistakes are to teach your AI to recognize a 
concept from a set of pictures that you found online but that differ too much from 
the pictures that you’ll ask your model to work on. For example, imagine you would 
like your model to recognize a fashion item on someone from a smartphone pic-
ture but you built your model based on a set of pictures collected from a fashion 
e-commerce website. The training data chosen would most likely feature a white 
background, the item would take up about two thirds of the image and the image 
quality would be really good. Now imagine someone takes a full length portrait 
of a friend and wants to recognize one item in particular. The item to detect will 
be much smaller, the background will be composed of contextual details and the 
quality of the image may be poor. In the latter case it is much more likely that the 
performance of your model will be low.

Accuracy

The number of images required to build your model depends on various factors 
such as the complexity of the tasks, the variety of examples etc. Depending on 
the task, this number can vary from a few hundred to millions of images, but most 
of all, it depends on the performance rate that your are trying to reach. In general 
the more data you have the better your model’s performance will be. Most of the 
time, you can run an initial test using a few hundred images. Keep in mind that it 
is always possible to add more images to your project later on.

Quantity

This being said, once you have made sure that you are collecting data that is 
representative of your project, also try as much as possible to collect data that 
features your concept in diverse situations or at least in as many that it will 
encounter later on (background, concept size and color etc). For example, to 
recognize a certain type of car, make sure you have pictures of that car in different 
environments, on different types of roads, the same model but in different colors, 
in daylight and in low light conditions, etc.

Diversity
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COLLECT YOUR DATA
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Image recognition works by analyzing the pixels of an image, this means that it analyzes the 
information provided by the images in the same way that the human eye does. 

So always keep in mind that if you yourself are not capable of recognizing the concept you 
wish to in your images, it is unlikely that the algorithm will be able to either. 

As a consequence, it is sometimes necessary to pre-process the images. Such is the case 
when we analyze X-ray scans: if you wish to detect a cancerous cell, you will need a good 
microscope because they are not visible to the naked eye. You will therefore need to pre-
process the overall pictures into smaller units in which the cell is visible to your algorithm. 
Pre-processing tasks range from resizing images to color optimization. 

BEST PRACTICE

COLLECT YOUR DATA

There are different methods of data collection which, once again, will vary a 
lot depending not only on your project but also on your business data records. 
Here is a diagram of the different existing methods and when to choose them:

Now you know what kind of data you need, and how much of it, but there is 
still a question remaining. How do you go about collecting it?

If you are planning on capturing your images yourself with a camera, be aware 
that there are numerous options to do so. Whether it be the type of camera 
or the quality of the images, consider beforehand exactly what is needed and 
what would be more effi cient for your project. Do not hesitate to get in touch 
with an expert if you are unsure.

Carefully choose the hardware you use to capture your data
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Does your company 

already collect the data 

needed?

Can the 

images be 

found online?

YES

YES YES

NO

NO

Good news! You can collect 

images online if they are free of 

rights. Saving images one by one 

would be really time consuming so 

think about using an online web 
crawler service, to scrape results 

from a website or search engines.

If your IT systems are not a maze 

then you’ll be set up in just minutes! 

Simply connect to your database 

to collect your data and put them 

in a single fi le that will be used for 

the next steps.

Implement your own data 
collection system by using cameras 

to capture images or videos. Start 

by installing one or a few cameras, 

then test the quality and accuracy of 

your data before investing in more 

capturing devices.

Don’t worry, just start saving your 
images and you’ll have what you 

need in no time. You can easily 

install a system that will put 

your images in a single fi le once 
captured.

Do you stock 

them?

COLLECT YOUR DATA

NO
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O
nce you have your dataset ready, it’s time to annotate it. In order for the AI 
to learn to recognize your concept, it needs to be told what is or is not in 

the image. To do so, each image in the dataset needs to be associated with a 
label. 

There are different types of annotation work depending on the task you have 
chosen (cf. Step 1). Each task is associated with a specifi c type of label. For 
classifi cation and tagging tasks, labels are called tags (these represent a 
given concept such as “blurry” or “cat”), for detection: bounding boxes and for 
segmentation: lines and polygons. 

Let’s detail the annotation process for a segmentation task and refer back to 
our example from Step 1: the self-driving car.

You want the car to be able to distinguish a pedestrian from another car or 
from a road sign, not just approximately (using bounding boxes for instance), 
but very precisely, down to a single pixel. You will, therefore, need to carefully 
cut out each of these elements present in the pictures with lines and polygons. 
The fi nal shapes will then be assigned to one of the three concepts: car, road 
sign, pedestrians.

STEP 3:

BUILD A CLEAN DATASET



BUILD A CLEAN DATA SET

©2018 deepomatic | www.deepomatic.com | contact@deepomatic.com | @deepomatic 20

A trick that could be useful for you to know is the information reduction 
principle. This term means that if you have a segmentation dataset, it is possible 
to deduce a detection and a tagging dataset from it. With a segmented shape, 
it is possible to create a bounding box using a point of interest average, which 
likewise can return a single tag. 

Why does this matter? This is interesting as you might be able to use the same 
dataset for different projects or if your initial project specifi cations end up 
shifting and you wish to perform a different task.

Enough talk, on to the action. At this stage, you might be wondering how one 
can manage to effi ciently annotate their images, especially when initial datasets 
can contain thousands and thousands of images. 

There are a few different options when it comes to annotating your data but 
there is no miracle, most of them will be time-consuming for someone. If your 
task requires a specifi c expertise you’ll have to keep the annotation process 
internal, if not you can externalise it.

Urban scene image segmentation

The only possibility to avoid the inconvenience of labelling data is to use a pre-
existing labelled dataset that exists in the public domain.



BUILD A CLEAN DATA SET
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Whether the annotation process is allocated to someone from your team or 
to an external expert such as a doctor, you will need an interface to facilitate 
their annotation work.

There are some pre-existing interfaces for manual annotation available online 
such as LabelME and VGG Image annotator. LabelMe, from the renowned 
MIT, is one of the most famous open annotation tools in which users can label 
data that will be made available to online communities afterwards.

IN-HOUSE LABELLING

If you prefer to ask someone else to label your dataset, it is possible to 
externalise this step. Be careful, this sounds like the easy option but it actually 
raises numerous challenges:

OUTSOURCING THE LABELLING TASKS

Annotators must have a good and a consistent comprehension of 
the task required. 

When choosing amongst the different annotation tools, once again try to 
fi nd the best fi t between your project and the interface features. You should 
consider these factors: set-up time and effort, labelling accuracy and 
labelling speed. Finally, as a last resort, if you don’t fi nd the right match, you 
can still ask a team of engineers to build an interface precisely tailored to your 
needs.

Detection labelling task using Annotorious, a MIT license interface
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Cleaning a dataset means double checking that there are no annotation 
mistakes or bad quality/inappropriate images used in your dataset, 
which could mislead the neural network during the training phase. Correcting 
mistakes and removing poor quality images from your dataset is therefore a 
useful step not to be overlooked. 

As mentioned in Step 1, this is where your ontology skills will be put to the 
test. If your concepts were poorly defi ned from the outset, you may be forced 
to create a new class and totally reorganize your dataset. For example, if you 
trained a model to distinguish children from adults, then while cleaning your 
dataset you will hesitate: to which class does that teenager belong? You 
might have to defi ne a third class and re-train your model to ensure a better 
performance rate.

What exactly does cleaning a dataset mean? 

You should never underestimate how a clean dataset can infl uence the 
performance of your model. A lot of people have been focusing on state-of-
the-art frameworks to build more robust models. However at deepomatic, we 
found out that thoroughly cleaning your dataset and obtaining a perfect training 
set is the most important parameter infl uencing your model’s performance.

THE IMPORTANCE OF A CLEAN DATASET

There are different ways to externalise the annotation process, you can 
either appoint a company specialized in manual annotation or use crowd 
annotation tools like Crowdfl ower. It is also possible to connect  your own 
annotation platform (if you have developed a custom one) with Amazon 
Mechanical turk, a crowdsourcing Internet marketplace enabling you to 
coordinate outsourced workers to perform tasks such as annotation.

You must be in a position to precisely explain what the labelling tasks 
will consist in, including providing already annotated images.
Quality of annotation can vary so it is necessary to run tests at the 
beginning to set-up a quality standard for your task.
The performances and the quality of the annotations must be constantly 
monitored during the project to ensure good results.

BUILD A CLEAN DATA SET
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STEP 4:

TRAIN YOUR MODEL

N
ow it’s time to teach the computer to recognize your concept(s) by applying 
the “learning by example” methods. 

What does “train your model” mean?

To make sure your model correctly learns how to perform the task you need 
it to, you will teach it by using your labelled dataset as a set of examples. This 
will be your input, and the output will be your custom model.

Through seeing so many example images of the vehicles, the algorithm will 
learn to recognize car and train patterns in images and your model will be able 
to differentiate between the two types of vehicles.

For example, if you want to teach a model to distinguish between a train 
or a car, you will use as many images of cars and trains as possible in the 
input data.

HOW DOES IT WORK?
Training a model goes as follows. All the information (the images and their 
associated annotations) go through what is called a neural network. We will 
not go into great detail in defi ning what a neural network is here, but just 
picture that, a little bit like a human brain, a neural network consists of many 
neurons interconnected with each other and organized into layers. 



TRAIN YOUR MODEL
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As the neural network sees more and more examples of labelled images, it 
adjusts how its neurons are interconnected, in order to execute the task we 
want it to perform. It does this by understanding the common patterns present 
in the images (e.g, it starts to understand what differentiates a dog from a cat). 

When a model has seen the whole dataset, it is said to be “trained”. It has 
now become what we call the trained model.

The model can now be used to perform the image recognition task it has been 
trained to perform. It takes an image as input, and outputs a prediction. 
A prediction is the piece of information discussed in Step 1 (a label, a bounding 
box, a polygon, etc.). It is associated with a confi dence ratio, which is a score 
(between 0 and 1) that indicates how confi dent the model is that the predicted 
information is correct.

That being said, what do you need to build the best possible model? 

When it comes to artifi cial intelligence, both hardware and software require a 
few specifi cities if you wish to achieve good performances. 

“TRAIN”

data trained model prediction

ca
r

tra
in

training data training
trained
model
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As mentioned above,  training an AI requires a lot of computing power 
because there is a colossal amount of operations to be performed. Depending 
on the complexity of the network, several billion operations may be required 
per image during the training time. 

To process these operations, a computing unit is needed. We are already 
all familiar with the processing units that run our personal computers called 
computer processing unit (CPU) or processor. But as technological process 
goes, there are now more types of processing units, capable of operating 
more calculations in a smaller amount of time. Graphic processing units 
(GPUs) are becoming the norm to train neural networks. GPUs were originally 
mostly used to run video games, but it turned out that they were particularly 
well suited to perform the computations needed by the mathematics behind 
neural networks.

One can also note the recent advances in chips dedicated to deep learning. 
For instance, in 2016 Google introduced what they call Tensor Processing Unit 
(TPU), which can be used to perform thousands of billions of operations per 
second. They are, however, only available through Google’s cloud platform.

In short, you will most likely need to equip yourself with a GPU. You can either 
directly purchase one from Nvidia or rent GPU cloud computer power. Most of 
the major AI actors (Amazon, Google, Microsoft or OVH) already provide offers 
for companies to train their AI in the cloud.

HARDWARE

There are two different ways to proceed; either by hiring a team of experts to 
deal with this, who will program and optimize the learning process, or by using 
a training platform.

If you decide to go for the fi rst option, keep reading the points below! Otherwise 
check out the tip at the bottom of p. 31.

TRAIN YOUR MODEL
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Now that you know about the suitable hardware, we will help you to understand 
the core software concepts behind designing and training deep learning 
models.

A lot of resources are available to get an evaluation of each of these frameworks. 
Your choice of frameworks should be guided by what you seek to achieve.

SOFTWARE

To make it simple, a framework is a toolbox for your developers to train neural 
networks. You’ll need to make up your mind on which framework you want to 
use. Here are the main available frameworks:

Caffe:  originally developed at UC Berkeley, it is now largely used 
in the research community. It has a focus on image processing and 
object recognition. Facebook released Caffe2 in April 2017, which is a 
more lightweight, modular and scalable version of Caffe.

Deeplearning4j: is an independant deep learning programming 
library written for Java and the Java virtual machine.  It is also a 
computing framework with wide support for deep learning algorithms.

Tensorfl ow: created by the GoogleBrain team, it was released in 
November 2015. Its capabilities are quite generic and it is heavily 
supported by the Google community. It has known a strong growth 
and it is now by far the most popular framework used by deep learning 
scientists to experiment and put neural networks in production.

CNTK and MXNet: developed by Microsoft and Amazon respectively, 
these two frameworks are fully integrated with their respective 
clouds.

1. CHOOSE A FRAMEWORK
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This is perhaps the most widely used technique when it comes to improving 
performance. When you train a model “from scratch” you need a great number 
of images to obtain a good performance, sometimes even millions of them. 
This is because at the beginning of the training, the model knows nothing 
about the images you show it.

An architecture is a specifi c neural network design. You have several 
options of architectures available. We won’t go into much detail here but what 
you need to know is that there are different types of architectures determining 
the number of layers and the number of neurons per layer and that it can 
infl uence your result. The best option is to have an experimental approach and 
test several architectures to see which best fi ts with your project.

Some open-source architectures such as GoogLeNet, ResNet or AlexNet are 
widely used and known to provide good performance.

Once you have chosen an architecture and a framework, you can start training 
your neural network with the help of the parameters and algorithms that 
are set by default. This fi rst trained model will attain a certain performance 
that you will learn how to evaluate in the next chapter. There is a wide range 
of techniques that can be used to improve the performance, in particular 
during training time. We will introduce you to a few of the techniques that 
are commonly used: transfer learning, hyper-parameters tuning and data 
augmentation.

TRANSFER LEARNING

3. TRAIN AND IMPROVE YOUR MODEL

2. CHOOSE YOUR ARCHITECTURE
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Transfer learning is a technique that consists of re-using a model that has 
been trained on another task, by specializing it in your task. How do we go 
about doing this? The most common way is to re-use a model trained on 
the ImageNet dataset to perform a classifi cation task.

This task is about correctly classifying images among several thousands of 
classes which contain a wide range of animals, objects, humans, buildings, etc. 
As this task is very diffi cult and very diverse, it can take up to several weeks 
to train a model for it. It also means that the model has seen many patterns 
which makes it a good fi t to solve more specialized tasks. For instance, if you 
wish to detect defects on leather to improve your manufacturing process, you 
can re-use that model on your more specifi c task (defect versus no defect). 

Remember that a model is made of several layers, which become more and 
more abstract the closer you get to the output. Transfer learning means you 
only re-train the last layers of your model, and reuse most of the fi rst 
layers as they are.

This allows two things:

When you train a model there are dozens of parameters that you can change, 
which will impact how the training is done. Usually, beginners tend to use the 
default values, but to improve the performance, advanced practitioners will be 
able to tune these hyper-parameters. Here are two examples of parameters:

Number of epochs: one epoch corresponds to a single pass through the full 
training set. It means that at the end of each epoch, the neural network has 
“seen” each image from your training set once. When training a model, you 
can choose the total number of epochs your model will train for.

Gain a lot of time on training
Train a good model without needing millions of images. Using this 
technique you may be able to train a fi rst satisfactory model using  only 
hundreds of images.

HYPER PARAMETERS TUNING
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Learning rate: It controls the pace at which the network is learning the task. 
Some architectures are very sensitive to this parameter, and you might need 
some expertise on a given architecture to help you fi nd the appropriate setting 
that works best for you.

There are a lot of other hyper-parameters, but be aware that some 
techniques allow you to tune them automatically. These techniques 
include grid search, bayesian optimization methods or Learning to Learn.

TIP:

You might be tempted to use a high number of epochs so that the network sees the images  
many times and thus gets better at the task. However, by doing so, a phenonemon called 
“overfi tting” may happen. When a network overfi ts, it means that it gets really good at giving 
predictions for the training set, but not as good for other images that it hasn’t seen during 
training. Your network has in fact memorized your training dataset instead of having under-
stood how to solve the task. Overfi tting is an issue that can be quite easily detected, and the 
solution will often be to add more images to your training set.

One very useful trick when training models is called data augmentation. 
This is one of the most powerful techniques when it comes to improving the 
performance of your models. The technique consists in taking your existing 
images and creating additional images by applying different transformations. 
For example, take an image of a plane and add a grayscale fi lter: it is still a 
plane. You have obtained a new training example for free, that you can add to 
your dataset!

DATA AUGMENTATION

Increase the size of your dataset by adding grayscale copies of your images
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By applying transformations to randomly picked images from your dataset, 
you can obtain a bigger dataset with relatively little effort. By fl ipping all your 
images, for instance, you obtain a dataset double the size. Many kinds of 
transformations can be applied as long as they don’t change the label of your 
image. Transforming your images allows you to artifi cially increase the size 
your dataset, which usually leads to better performance.
These image transformations will allow you to obtain a higher accuracy.

Be aware of using only transformations that do not affect your labels! For 
instance, if you are trying to recognize the color of an object, don’t turn them to 
grayscale or change their colors, this would make your model useless.

TIP:

If you are looking for a less technical option to train your models, there is an alternative 
method that is more accessible to non-developers. There are softwares that exist that 
simplify these steps and allow you to train neural networks without the complexity of the 
training. By clicking train after downloading your input data in the platform you’ll have a 
standard model accessible as an API.

Examples of platforms specialized in easy training phases are: IBM watson, Clarifai, Cloud 
vision API. With these platforms, however, you won’t be able to optimize your model and 
impact your performances. These options are therefore more useful and appropriate for 
simple projects where you will pay based on the volume of images used as an input. Note 
as well that most of the time you won’t own the model and won’t necessarily be able to 
deploy the model locally to use it.

Rotation: take an image, and rotate by a few degrees picked randomly 
within a range (for instance between -10deg and 10deg). 

Flip: take an image, and fl ip it horizontally or vertically. Be aware though 
that this cannot be applied to all concepts. For instance, if you are trying 
to classify “Turn left” traffi c signs from “Turn right”, you may want to avoid 
fl ipping your examples vertically as it would produce inaccurate labels.

Brightness & Contrast: you can also alter the contrast and brightness 
of images, which usually does not change the label of the image. This 
allows the model to be more resilient to various brightness and contrast 
conditions. 

Color Jittering: another possibility is to alter the colors of the image. 
You can apply light hue modifi cations, or make the image grayscale.
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STEP 5:

TEST & MEASURE YOUR 
PERFORMANCE

A
fter training your model, you will fi nd yourself with a neural network that is 
specialized in the task that you want to automate. But how do you know how 

effi cient your model is, and what should you do to improve its performance?

Here again, none of the cloud based solutions mentioned will give you an 
effective way to evaluate your performances. What do you need to test your 
model? You should prepare for this step before training your model because 
you will need to separate your initial dataset into three distinct sets:

It is very important to ensure the image diversity in each set of images otherwise your 
evaluation can be biased. If both your training and test set unintentionally contain very 
similar images you will have excellent performance metrics but they will be overestimated 
compared to your model’s real environment performance.

Finally, if you are trying to compare two differents models, make sure to always test them on 
the same test set to compare their performances.

BEST PRACTICE

A Training set (you already know about this one): this set of images is 
used to train your model as explained previously.

A Validation set: After each training try-out, use the predictions made on 
this independent validation set to adjust the parameters. 

A Test set: Once you think your model is ready for production, this set 
allows you to test your model on images that have never been used 
to create or optimize your model and thus gives you an independent 
evaluation of your system.

1.

2.

3.
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TIP

When using Accuracy ratio results, take into account that this metric 
is highly dependent on your test set’s distribution. If 90% of the 
images in your test set belong to one class and your model predicts 
each image of the test set in this class, then you will have a 90% 
accuracy ratio, whereas in fact your model has not learned to classify 
your concepts at all. 

There is a variety of performance metrics depending on your task but we will 
introduce you to the four that lay down the core principles for evaluating your 
models.

1. ACCURACY RATIO

Accuracy ratio is the fi rst metric that you want to look at for classifi cation tasks. 
It corresponds to the ratio of accurately classed images over your whole test 
set.

2. CONFUSION MATRIX

Confusion matrix is also a tool specifi c to classifi cation and tagging tasks. It is 
a more detailed overview of your accuracy ratio results. The rows of the matrix 
correspond to the predicted classes and the columns to the actual classes.

In the example above, our model obtains an accuracy ratio of 0.85 (The sum of the 
diagonal  (the accurate predictions) over the total number of images). Here we can 
see that classes B and C are more confusing for the model compared to class A. 
Thanks to this information, you can either redefi ne your categories or feed your model 
with more class B and C examples.

PERFORMANCE METRICS

Class A Class B Class C

Class A 178 2 5

Class B 0 245 48

Class C 18 35 190

actual
predicted
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3. PRECISION-RECALL

Precision-recall is a representation of the trade-off between precision and 
recall for different thresholds. 

These metrics are based on the distribution of your results between true 
positives, false positives, true negatives and false negatives. For instance, 
in a classifi cation task, a false positive of class A is an image that has been 
predicted as class A (a positive of class A) but in truth is an item from class B 
(a class A false positive), a class A true negative is an item that has correctly 
been predicted as class A and so on.

From this distribution we get :  

A system with high recall but 
low precision returns many 
results, but most of its predicted 
labels are incorrect.

A system with high precision 
but low recall is just the 
opposite, returning very few 
results. An ideal system with 
high precision and high recall 
will return many results, with 
all results correctly labeled.

Precision-recall thresholds 
vary a lot depending on your 
use-case. For instance, if you 
use image recognition to assist 

doctors in their diagnoses, your threshold will have the highest recall possible 
without any regard to precision: you want to reduce the quantity of data a 
doctor needs to review before giving his/her conclusions but you need to be 
sure not to miss any pathological traces.

Precision = 
true positives

true positives + false positives

Recall = 
true positives

true positives + false negatives

true positives

false negatives true negatives

false positives

relevant information
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4. JACCARD INDEX

Jaccard index, also known as Intersection-over-Union (IoU), is a metric specifi c 
to localisation tasks: detection and segmentation. 

For each image, a Jaccard index is calculated by comparing the predicted 
bounding boxes over the manually annotated bounding boxes to obtain the 
ground truth. The jaccard index is the intersection area between these two 
bounding boxes over their union area.  

To obtain the overall performance ratio for your whole dataset, divide the 
number of images with a Jaccard index over 0.5 by the total number of images. 

IoU = 
Area of Overlap

Area of Union

All these metrics have been designed to help you gain a better overview 
of your model’s overall performance and where to look for improvement.  
You should never overlook, however, the importance of analyzing single 
image results as well, as these will help you to understand which images 
your model is making mistakes on and why. 

Remember that the metrics and the performances that you evaluate 
only refl ect how your model is performing on a given set of images. If 
some conditions change during the lifetime of your model, the results 
may deteriorate and you will need to run new tests with images that 
illustrate these new conditions to evaluate your model’s performance in 
its true environment.
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STEP 6:

DEPLOY YOUR MODEL 
INTO PRODUCTION

T
his is it, your model is fi nally ready and you can now deploy it into production. 
In this chapter we will explain how to choose the hardware that your model 

will run on. This hardware will be dedicated to performing image inference.

What we call inference is the process of passing an image through a trained 
model to obtain a prediction. The amount of computing power required to 
perform inferences is much lower than what you need at training time. However, 
depending on your requirements, for instance whether the recognition task 
will be performed in real time or not, the corresponding hardware will be 
completely different.

Now that you have decided your hardware, let’s go through your deployment 
options. What does deployment mean? It encompasses all the processes 
involved in getting new software or hardware up and running properly in its 
environment, including installation, confi guration, running, testing, and making 
necessary changes.

GPU’s are preferable over CPU’s as they’re faster and perform better in terms of 
inference time. They are, however, are more expensive to buy and consume more 
energy. If performance and speed are not crucial to your project a CPU may suffi ce.

GPU OR CPU?
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THERE ARE DIFFERENT DEPLOYMENT OPTIONS : 

To sum up, there is not a one-size-fi ts-all solution and you should try to design 
a solution that best fi ts your problem.

For mobile applications, it is possible to run neural networks either directly on 
the mobile device or by calling the service over the Internet, via a web API. Cell 
phone manufacturers are adding more and more computing power to their 
devices and conducting inference on the device is now an alternative that you 
should consider. As with everything, whether it’s better to use a server or to 
do inference locally on the device depends on a few trade-offs such as speed, 
internet connection, dependencies, constraints etc.

3. MOBILE

Cloud is one of the easiest alternatives if you don’t want to deal with hardware 
purchasing and maintenance. There are a lot of cloud providers (AWS, Google 
Cloud, Microsoft Azure, OVH etc.) that offer cloud capacities. They usually 
offer pricing based on consumption, which can also be convenient for some 
applications because you only rent the computing power you need.

2. CLOUD

It is possible to deploy your neural network on your own servers if they are 
equipped with the right hardware for your applications. You’ll have to monitor 
your infrastructure closely but it might be the best solution when you have a 
very large volume of data to analyze or when you don’t want the data to leave 
your premises for security or privacy reasons.

1. ON PREMISES

It is possible to embed hardware components with AI computing capacities 
directly into your data acquisition system. This option is often needed in use-
cases where there is no access to internet or when there is so much data 
that it is better to deal with it locally. There is a growing number of these 
components that exist (Nvidia Jetson, Intel’s Movidius compute stick) and their 
performances keep improving.

4. EMBEDDED
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A
rtifi cial intelligence is going to transform the world as we know it, and 
computer vision is already leading this revolution by providing real-world 

and impactful applications.

We have shown you the 6 steps required to see such a project through. Building 
an effi cient image recognition system takes determination, expertise and 
patience. Managing such a system in the real world is even more demanding.  
The balance between performance and speed must be carefully thought 
through, and the engineering behind deploying neural networks on GPUs or 
embedded devices is no simple task.

Following these 6 steps is a good start but to reach real-world impact, these 
steps must be part of a continuous and agile process, which at deepomatic 

we call the AI management loop:

CONCLUSION

Annotate a dataset, and build your fi rst system.

Deploy it where the action takes place (locally or in the cloud).

In production: your system analyses images and videos.

When the system spots something unusual it feeds this image or 
video sequence back to your information systems.

Humans take action or correct the prediction made by the system.

These corrections and actions are used to enhance your dataset 
and train a more effi cient, improved image recognition system.

This brand new system is re-deployed in production.

AI Setup AI Deployement AI Exploitation

Our platorm: enterprise AI management

From data to production : the steps towards real-world AI 

implementation & management



This is the AI management loop that truly lets you deliver on the promise of 
artifi cial intelligence and exploit the full potential of your images and cameras. 
The AI management loop allows your systems to live. They evolve and adapt 
to new situations, they improve over time, they benefi t from your company’s 
human expertise in order to reach the next level of business value.

It is because we know how important this process is that we have built a 
platform that implements the whole AI management loop, and lets companies 
focus their energy in solving real-world problems. From annotating datasets to 
deploying artifi cial intelligences where the action takes place, including getting 
feedback in your information systems, our platform empowers companies to 
build the AI-powered society the future deserves. To fi nd out more about 
exploiting the potential of your images and videos, reach out to us:

contact@deepomatic.com

deepomatic edits an artifi cial intelligence software that allows companies to 
build & manage custom image recognition systems. We support companies in 
the transition towards an AI-powered society, while helping them create new 
user experiences and improve their process, by extracting the value coming 
from images and cameras.

Our central training platform allows businesses to easily design, train and 
evaluate image recognition systems. When your AI is ready for production, 
deploy it seamlessly where the action takes place: on premise or in embedded 
devices. Improve and manage AI remotely thanks to our human-in-the-loop 

system.

Global 500 companies use deepomatic to make infrastructure smarter: by 
building ambient intelligence systems that anticipate users needs and ensure 
their security, performing predictive maintenance before problems arise, or by 
deploying the next generation of free-fl ow cashing systems.

To fi nd out more about deepomatic’s solution, visit our website:

ABOUT DEEPOMATIC

www.deepomatic.com


